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(€ What is Apache Spark

— Cluster Computing Framework
— Programming clusters with data parallelism and fault tolerance

— Programmable in Java, Scala, Python and R
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Motivation for using Spark

({ Spark schedules data parallelism implicitly
— User defines the set of operations to be performed
— Spark performs an orchestred execution

(€ It works with Hadoop and HDFS

— Bring execution to where data is distributed
— Taking advantage Distributed File Systems

(€ It provides libraries for distributed algorithms
— Machine Learning
— Graphs
— Streaming
— DataBase queries
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1. Introduction to Spark
2. Treating data as relational with SparkSQL
3. Machine Learning using SparkML

4. Dealing with data streams using SparkStream
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Introduction to Apache Spark @

(€ Cluster Computing Framework
— Implemented in Java
— Programmable in Java, Scala, Python and R
— Paradigm of Map-Reduce

(€ Deployment:
— Define your cluster (directors and workers)
— Link to your distributed File System
— Start a session / Create an app
— Let Spark to plan and execute the workflow and dataflow

Workers + HDFS
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Introduction to Apache Spark @

(€ Computing and Shuffling
— Spark attempts to compute data “where it sits”
— When using a DFS, Spark takes advantage of distribution
— If operations require to cross data from different places
« Shuffling: Data needs to be crossed among workers
« We must think of it when preparing operations

... also when distributing data on the DFS
... also when manually partitioning data for distributed processing
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Step 0O: Installing the Environment @

(€ Note:
— We’re working on a Unix Terminal (Linux, BSD, Mac, Bash on Windows...)

(€ Download the software:
— Let’s get the latest compiled version (e.g. 2.1.0 version)
— Via browser:
* http://spark.apache.org/downloads.html
— Via console:
* wget http://bit.1lv/27R1bS9

(€ Then unpack it:
— tar xvzf spark-2.1.0-bin—-hadoop2.7.tgz

(€ Spark runs on Java. If you don’t have it, get it here:
— http://bit.ly/2kaASJ5
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Step 0: Setting up the Environment @

Standalone
(director + workers in same machine)

|

Workers

( \

User Directors

Full-stack
(Director: Yarn to connect nodes, Hadoop to serve HDFS, Spark to
dispatch operations)

€ What we will do now:
— Wewill use spark in “standalone mode”, using our computing as single node

@ What we could do now:

— Set up HDFS in a cluster
— Set up YARN to connect all SPARK nodes
— Set up all SPARK nodes to find YARN ans synchronize
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Step 0: Installing the Environment @
(€ Let’s run SPARK!

— Options:
* ./bin/spark-shell — We open a Scala session to Spark
* ./bin/sparkR — We open a R-cran session to Spark
* ./bin/spark-submit — We send our Spark application to Spark

— For now, we're using Scala

Spark context Web UI available at http://10.0.0.100:4040

Spark context available as 'sc' (master = local[*], app id = local-1485515595386) .
Spark session available as 'spark'.

Welcome to

version 2.0.0

Using Scala version 2.11.8 (Java HotSpot(TM) 64-Bit Server VM, Java 1.8.0_91)
Type in expressions to have them evaluated.
Type :help for more information.

scala>
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(€ Scala is oriented towards functional programming

— We use val for static values and var for variable values
* val a = “hello”
* var b = “bye”
* b = “good bye”

— We use RDDs as “Resilient Distributed Datasets”
» Operations on RDDs will be distributed by SPARK over the available nodes
» Also RDD distributed operations will happen over the HDFS partitioning of data

— Note: Exit Scala
* :qg(two dots +q)

(€ Learning by example

— Download the linkage dataset, from CLI:
* mkdir linkage
* cd linkage/
* wget http://bit.ly/lRAoywaqg —-output—-document=donation.zip
* unzip donation.zip
* unzip 'block_*.zip'
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(€ Accessing the data:

— This dataset is already partitioned, and it can be uploaded to HDFS
* hdfs dfs -mkdir /linkage
* hdfs dfs -put block_*.csv /linkage

— ...or we can access all in local
* Fuse all blocks in one
— cat block_*.csv > block_all.csv
* We’re doing this now, so all operations will be done locally

(€ Opening Session:
— ./bin/spark-shell —--master local[*]

(€ Load blocks:

— HDFS:
* val rawblocks = sc.textFile (“hdfs://linkage")

— Local:

* val rawblocks = sc.textFile("file:///[YOUR
PATH] /linkage/block_all.csv")
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